What Does It Mean for a Language Model to Forget?
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Answer: Cupboard under the stairs.
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Potential answer: “The staircase changed its
mind halfway to the classroom.”
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“Forget Harry Potter”

e Which of these abilities should the model lose?

1. Characters: “Where do the Dursleys make
Harry sleep?”

2. Style: “Write a new scene at a magical boarding
school.”

3. Passages: “Continue a passage from chapter 1.”




“Delete These Records”
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e Data deletion has a clearer objective: approximate retraining (fast)
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“Delete These Records”

e We understand data deletion pretty well for canonical tasks (regression)
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“Delete These Records”

® We are still trying to figure it out for more modern tasks
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From High-Level Requests to Data Deletion

High-level request Data deletion

e How to feed “Forget Harry Potter” to data deletion mechanisms?
® [dea: curate examples of the broader “distribution” we want to delete

° ] ‘ '
Canonical problem: two Gaussians Forget: N(0, 1) Retain: N(L, 1)
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From High-Level Requests to Data Deletion
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From High-Level Requests to Data Deletion

e A Jot more to do!
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Evaluation of Forget Set Curation in Language Models

e Natural language makes it tricky to curate the forget data!

® Request: “Forget the song Never Gonna Give You Up”

K7 Never Gonna
¢ Give you Up

¢ Rick Astley
Whenever You Need Somebody 1987

Lyrics

we're no strangers to love
You know the rules and so do 1
A full commitment’'s what I'm thinking

Never gonna give you up

Never gonna let you down

Never gonna run around and desert
you

Never gonna make you cry

Never gonna say goodbye




Evaluation of Forget Set Curation in Language Models

® Measurement: verbatim text completion
® Prompt: complete “We're no strangers to love”

® Problem: we finds matching lyrics in at least 147 documents online, e.g.,
GitHub, StackOverflow, food blogs, etc.

o0 O v (<

5 NG= "Never gonna"

6 v V1 = (

7 "We're no strangers to love",
8

9

"You know the rules and so do I",
"A full commitment's what I'm thinking of",
10 "You wouldn't get this from any other guy"
11 )
Interl = (
13 "I just want to tell you how I'm feeling",

X

14 "Gotta make you understand"
15 )
v  Chorus = (
17 "give you up",
18 "let you down ",

19 "run around and desert you", G'th b
20 "make you cry", I u




CleanSlate

Benchmarking Forget Set Curation

® 4,616 songs and 50 books, with 12,088
questions about their content

e No pair (data curator, data deletion
algorithm) works well enough

Net reduction (%) QA Validation A (pp)
Model F1 R A (pp) | GSMSK BBH WinoG CoQA HEval+ LMBDA | Avg
GEMMA-3-12B | 39.3% 38.4% 2.3 +3.9 -4.7 +0.2 -6.4 +4.9 -4.9 -1.2
OLMO0-3-32B 43.1% 30.8% -0.2 +1.5 +0.2 +0.6 +4.6 +0.0 +0.5 +1.2
% LLAMA-3.1-8B | 28.9% 51.2% -0.4 -0.1 +0.1 -0.6 +1.9 +1.2 -1.0 +0.3
& NEMOTRON-9B 14.6% 14.9% +0.6 -11.1 -4.0 +0.9 +0.6 +0.6 -1.7 2.4
E QWEN3-8B 1.6% 2.1% -3.9 -1.4 +1.4 +3.2 -3.5 -6.7 +3.8 -0.5
OLMO0-3-7B 1.0% 2.9% -0.1 +1.7 -0.1 -0.1 -3.8 -0.6 -0.0 -0.5
Average 21.4% 23.4% -1.1 -0.9 -1.2 +0.7 -1.1 -0.1 -0.5 -0.5
GEMMA-3-12B | 46.3% 46.0% -3.2 +2.0 -8.6 -0.4 9.2 +2.4 -6.3 34
. OLMO0-3-32B 43.0% 35.2% +0.3 +2.4 +0.3 +1.4 +2.9 +0.6 +0.7 +1.4
e LLAMA-3.1-8B | 16.7% 54.0% -1.1 -0.2 -0.4 -1.5 24 +1.8 -1.4 -0.7
2 NEMOTRON-9B | 13.0% 14.8% +0.6 -10.1 4.1 +0.6 -0.3 +0.6 2.4 -2.6
E QWEN3-8B 2.3% 2.7% -5.8 -1.1 +1.4 +3.6 -0.6 -10.4 +3.6 -0.6
OLMO0-3-7B 1.5% 3.7% -0.0 +1.0 -0.2 +0.0 -1.9 -1.2 -0.3 -0.4
Average 20.5% 26.1% -1.5 -1.0 -2.0 +0.6 -1.9 -1.0 -1.0 -1.0
GEMMA-3-12B | 47.8% 44.9% -2.8 +3.2 -5.3 -0.2 -10.1 +1.8 -6.0 -2.8
= OLMO-3-32B 44.9% 36.0% +0.4 +2.7 +0.1 +1.7 +3.9 +0.0 +0.9 +1.5
g LLAMA-3.1-8B | 19.4% 55.7% -0.8 +0.3 -0.4 -0.9 +0.9 +0.0 -1.4 -0.2
:;30 NEMOTRON-9B | 12.7% 14.5% +0.5 -0.1 -2.3 +0.2 +0.3 +3.7 2.3 -0.1
E QWEN3-8B 2.8% 2.8% -4.6 -1.0 +1.5 +3.9 -3.1 -9.8 +3.6 -0.8
= OLMO-3-7B 1.6% 3.2% -0.1 +0.9 -0.3 +0.0 -0.8 -0.6 -0.1 -0.2
Average 21.6% 26.2% -1.2 +1.0 -1.1 +0.8 -1.5 -0.8 -0.9 -0.4
GEMMA-3-12B | 96.2% 85.4% -6.1 +3.6 294  +0.0 -6.3 +1.2 -13.8 -7.4
OLMO0-3-32B 100.0%  97.0% 2.7 +3.2 -3.3 -4.9 +3.9 -1.2 -3.0 -0.9
LLAMA-3.1-8B | 100.0% 100.0% -5.7 -11.8 -37.6 -3.1 -3.9 +3.7 -10.1 -10.4
é NEMOTRON-9B | 100.0%  80.3% -1.2 -23.1 -22.8 +0.2 -5.5 -1.2 -5.2 -9.6
QWEN3-8B 100.0%  82.7% -21.9 -3.0 -2.0 +0.3 -7.9 -4.9 -6.0 -3.9
OLMO0-3-7B 100.0%  72.2% -1.0 +2.8 -0.1 -2.0 54 +1.8 2.3 -0.9
Average 99.4% 86.3% -6.5 -4.7 -15.9 -1.6 4.2 -0.1 -6.7 -5.5
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Benchmarking Forget Set Curation

® Open Problem: build a forget set curator that works well on our benchmark

What to Forget in Unlearning? arXiv:2608.14855
Forget Set Curation for Language Models
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